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PROPOSAL  FOR SV57K  (for KASLR) 
 
The following is a proposal  to implement the KASLR (*2) proposal  for the RISC-V Virtual 
address. The KASLR proposal somewhat follows what is already implemented for the ARM 
microprocessor. The motivation for the proposal is quite straight forward,  a substantial 
increase the security properties for data center applications.  What is proposed is a SUPERSET 
of the  current definition of SV57.  There is no proposed  changes to SV32 and SV48. In the 
Appendix is a copy of  section 4.1.12 of the RISC-V privileged instruction set.  Various parts of 
this appendix   will be referenced. Additionally, there is a summary/discussion on page table 
and virtual address interpretation. In some cases, what is proposed is a hardware 
implementation what is discussed in the  RISC-V specification. 
 
To be consistent with the current nomenclature,   SV57K is part of the RV64 specification. 
 
This proposal is meant to be a precursor  and technology base for SV64 and SV128.  Currently  
the is an encoding reserved for SV64.  An additional encoding is NOW reserved for SV128. 
 
It should be noted,  that since SV57 and SV57K are supersets of  SV39.  Nothing prevents an 
implementation of SV57 or SV57K from only implementing SV48.  That would be a boot time 
option. This assumes the hardware supports SV48. 
 
The objective of this proposal  is to support supercomputer class of deployments.  Typically, 
their configurations have PETA Bytes of main memory and PETA  Flops of  performance.  Over 
time,  the configurations will expand to EXABYTES and EXAFLOPS (or OPS).  There is a world-
wide effort to design Exascale class systems.  Another aspect of these configurations,  is the 
need for more secure implementations.  All configurations need to be secure.   However,  large 
multi-user clusters and cloud computing centers,  are  particularly targets for various  attacks. 
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PROPOSAL DETAILS 
 
The details of the proposal are as follows: (current encoding modified of Table 4.3) 
 

 
 
 
When  SXLEN=64,  the SV64 table (table 4.3) is interpreted  (the SATP MODE field).  There are 2 
extensions to the specification described:  SV57K (value = 12) and SV64K (for  value =13).  For 
now,  I will assume that SV57 functions as specified by the IA-64.  There is no current 
specification ( that I am aware of) for SV64. No attempt is made, at this time, to define SV64. 
 
To be complete,  the KASLR Linux can be implemented for SV48.  That is what currently exists.  
Unclear if there is a version for SV57.   
 
 
 
When SV57K is specified,  there are TWO SATP registers;  SATPU (user) and SATPK (kernel or 
supervisor).  For SV57 there is only one SATP register. 
 
 
 
 
 
 

12        | SV57K   | Reserved for page-based 57-bit virtual addressing 
13-15  | SV64     | Reserved for page-based 64-bit virtual addressing 
 
 Table  4.3  Encodings of satp  MODE field  
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The format of each of these registers are: 
 

 
 
 
 
The ASID is  expanded to 32  bits.  This facilitates  the possibility of a system wide virtual 
address.  Using this feature,  a TLB can be created that need NOT be flushed upon process 
context switches. Please note the last sentence of the appendix. (NOT imposing  on 
implementations to flush ….).  Current versions of Linux,  in fact,  create 32 bit ASID’s within the 
kernel (for system wide resources). Ultimately the above will be specified by two CSR’s,  one for 
PPN and  the other for mode and ASID.  The following  describes this (from the privileged 
specification preface). 
 

 
 
Expansion of ASID is consistent with statements in the most current Privileged ISA spec and the 
implementation of the Linux kernel.   The extended width of ASID to 32 bits is ONLY defined for 
SV57K. Thus, for a 32 bit ASID  to be interpreted,  all 32 bits must be written by a ONE. Please 
see the appendix for a depiction of process multiplexing and a system wide kernel for a TLB 
architecture.  This has been implemented on several systems.  This is neither new nor novel. 
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SUMMARY: PAGETABLE STRUCTURE AND VIRTUAL ADDRESS SPACE 
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For now, I will assume the page table structure uses 4 Kbyte pages.   For very large physical 
memory systems,  more than  likely,   larger user page sizes will be used.  By having 2 SATP 
mode registers,  one for the user and one for the kernel,  it will be possible to have separate 
page sizes for the user and for the kernel.   As described in many places,  there are features in 
the kernel (e.g.  device drivers),  that rely on a 4 Kbyte page size. This is,  generally not the case 
for user applications.   
 
It also appears that when the processor is in M (machine mode),    addressing is physical. 
 
In the privileged specification,  the following comment is included:   
 
 

 
 
I would  propose that this also be included on the specification of SV57K.  The incorporation 
of this in HARDWARE,  would result in some of the following benefits (*1) 
 

.speculation at the user level that references a kernel database would be immediately 
detected. 
.an explicit reference from user space to kernel space would be immediately detected. 
.a transfer of control from user space to kernel space would immediately be detected. 
.the detection of some form of trojan horse pointers is straightforward (user passes a 
kernel address pointer to the kernel as part of a system call) 
 

Thus, the  SV57K virtual address is: 
 
 
 
 
 
 

 
In essence the hardware incorporation of this feature,  would create a rudimentary 2 Ring 
protection system, consistent with Linux.  The impact on hardware to implement this is simple 
and straightforward. It is well understood how this works. This also provides and additional 
mechanism for user/kernel TLB architectures. 
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The higher order bit,  bit 63 is used to select which SATP  to use for address translation. Another 
benefit of this approach,  is performance.  When done in software (KASLR),  there is some 
overhead in the multiplexing of base level  address translation registers during system call 
processing.  In fact,  system call processing may actually be faster.  The code now used for 
parameter checking would be simplified. (so, I am told). From all the documents I found,  it 
seems that a higher order bit being “1”,  is the kernel and “0” is user space. We would still need 
to define what bits 62-57 need to be. (e.g., extend bit 56) 
 
And finally, I expect that with a 57 bit virtual address space, coupled with large page sizes (for 
the user),  the specification of various forms of multi-level page tables will be developed.  As  
described in the RISC-V specification: 
 

 
 
For Exascale class systems,  one should/may expect physical memory systems to have memory 
capacities approaching 1 Exabyte or more (over the next 10 years).  This would probably be 
combination of  volatile and non-volatile memory technologies. 
 
Lastly,  incorporation of all the features proposed would require a detailed analysis of the 
various existing feature set (e.g.,  interrupts).  This is necessary to ensure they function as 
specified. To complete this document (*3),  a figure depicting a 5 level page table   translation.  
For SV57K, one of the SATP registers is used rather than CR3. 
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APPENDIX 
 
The following is a description  of process  multiplexing on a kernel.  The kernel address space is 
system wide.  Meaning the ASID associating  with the kernel is the same for ALL processes. 
Upon the process switching,  if one chooses,  only the USER virtual  addresses are purged within 
the TLB.   
 
Additionally,  if an application has multiple processes and each process has its own unique ASID,  
the no TLB flush is required for THIS type of application 
 
Support of this structure reduces the overhead of TLB flushes and process multiplexing.  With 
the static definition of user and kernel in the virtual address space,  TLB flushes can be 
implemented by only interpreting bit 63 of the encached virtual address. 
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